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1. Executive Summary

This deliverable reports on the latest results in WP2 of the MULTI-BASE project. It focuses
specifically on scalability enhancements following the workplan and on multi-stream support
given the focus of the project.

Major contributions handle generic design aspects of wireless functionality on reconfigurable
baseband platforms, and are proven on relevant cases (including scalable multi-mode/multi-
stream support, scalable fixed-point refinement for SSFE MIMO detector case, and dataflow-
based implementation methodology proven for OFDM receiver).

Moreover, a further update on the algorithm-architecture co-design of the resampler and
filters in the DFE-RX is given.
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2. Introduction

Software Defined Radios (SDR) are studied in the MULTI-BASE project in order to support
the flexibility which is desired to implement an increasing number of wireless interfaces and
different standards in a cost effective way. However, the reduced energy budget required by
battery-powered solutions makes the typical worst-case static dimensioning unaffordable
under highly dynamic operating conditions. Instead, energy-scalable algorithms and
implementations are entailed to provide flexibility while maintaining the required energy
efficiency.

The scalability is foreseen on different levels.

1. First, the support for multiple streams is considered in this context. This deliverable
reports on the multi-tasking experiments, which were introduced in the previous WP2
deliverable [2]. The experiments are performed in three directions; multiple stream
support, implementation scalability of the given application and mode scalability for
the given standard.

2. Secondly, scalable fixed-point refinement as an option for saving energy has been
studied. Specifically, the technique was applied with success on the case study of the
SSFE MIMO detector.

3. Finally, a dataflow-based methodology is considered in view of implementation on
diverse, scalable and reconfigurable platforms.

In the next chapters, these three main contributions are further elaborated on. Conclusions
are formulated further.
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3. Scalab le design solutions for multi -stream support

3.1. Goals and ca ses revisited

As introduced in [2], different relevant scenarios for multi-mode/multi-stream should be
supported. Specifically, the following are investigated:

e Support of multiple concurrent streams in parallel (to run on a separate processor
core and/or as separate threads within a core)

e Implementation scalability of a standard and mode (E.g. there are several possible
implementations of MIMO detectors, resulting in energy-time-area trade-off, where
one implementation can be energy efficient but not so performing as other energy
more hungry implementation)

e Mode scalability of a standard (A typical example is the SISO/MIMO mode support)

The scenarios discussed above are important e.g. in a hand-over scenario, where the
situation could be as follows; One standard that is running on the platform scales down
(horizontal plane) to free space for the second standard. For certain period of time the two
standards run in parallel and the handover will happen. Then the first standard is stopped
and the second standard is scaled to all available resources.

In the case studies reported on below, a processing fabric consisting of | MEC6 s -
parallel ADRES (Architecture for Dynamically Reconfigurable Embedded Systems) cores
[16] is considered, which can support multiple parallel threads. For convenience, we re-show
in Figure 1 a typical processing fabric composed of multiple (2) cores featuring parallel and
multi-threading ( | a b e | dejapabditdsl

MT-ADRES MT-ADRES
Baseband Processor Baseband Processor

EOOOEEOED mEEEN | f
EOOOEEOED mEEEN | f
EOOOEEOED mEEEN | f
EOOOEEOED mEEEN | f

Figure 1: Exemplary processing fabric composed of multiple (2) cores featuring parallel and
multi-threading capabilities

3.2. Concurrent stream support

To demonstrate the ability of two concurrent streams at the baseband ADRES processor
level we used a TLM platform hosting 2 ADRES processors and two instances of WLAN
MIMO 2x2 40 MHz optimized for the ADRES processor. We tested to run the two instances
in parallel, one on each processor. Before going to the platform we explored the WLAN
MIMO 2x2 40 MHz using DRESC compiler and AVM simulator [17]. The data memory of
ADRES processors had to be extended to fit all the test date to the memory. After those
changes we were able to run two WLAN MIMO 2x2 40 MHz streams in parallel.

MULTI-BASE D2.4 Scalability enhanced algorithms and architecture 5/23
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MPSoC (TLM) platform featuring 2 ADRES cores

AVM: Adres2 simulation finished after 216426 cycles [staII
19194] in the state:

HALTED[AVM cycles: 197232, vliw: 147696, cga:49536][AVM insns:
776262, vliw: 227824, cga:548438]/over and out

AVM: Adresl simulation finished after 216426 cycles [stall:
19194] in the state:

HALTED[AVM cycles: 197232, vliw: 147696, cga:49536][AVM insns:
776262, vliw: 227824, cga:548438]/over and out

Figure 2: Two streams running in parallel on the platform

In Figure 2 the results for two streams running in parallel on the platform are presented. The
two ADRES cores have been started at the same time. We see that because the streams do
not interfere, they have the same execution time on both ADRES processors. Note that more
than 132383 VLIW cycles is spent in the testbench itself (e.g. array initialization).

The experiment has shown the feasibility to run two standards in parallel at the ADRES
baseband processor level. In the future, complete platform integration should be performed
for two independent streams. Also, currently we are only capable to load the kernels to the
ADRES cores at the beginning of the execution. To support dynamic reconfiguration (i.e.
flush some kernels/standards) and insert/load new ones is a must for future platform
development.

3.3. Implementation scalability

The idea of this plane is to support multiple versions of the application with different energy
and performance (and area) requirements. This might be useful for selecting optimal
implementation within given run-time constraints on the platform (e.g. available resources,
deadlines etc.) as well as for handover scenario. We performed two experiments here, with
FFT 128 kernel where we tested 2 implementations for their performance and energy and
with WLAN MIMO 2x2 40 MHz where we modified the number of symbols in the group which
affects the ILP potential of the application.

3.3.1.

In this experiment we took two different versions of FFT 128 kernel which is part of WLAN
MIMO 2x2 40 MHz. Version 1 is the fully optimized kernel that is used in WLAN MIMO 2x2
40 MHz. Version 2 is the composition via decimation in time of two FFT 64 kernels used in
WLAN MIMO 2x2 20MHz.

Exploration of different FFT implementations

Version 1 Version 2
VLIW CGA Total VLIW CGA Total
Performance [cycles] 14945 1584 16529 15249 3051 18300
Power[mwW] 51.4 180 231.4 51.2 154 205.2
Energy[nJ] 1750 815 2565 1806 1284 3090

Table 1: Comparison of performance, power and energy numbers in VLIW and CGA modes
for the two FFT versions

The performance numbers for both versions and the power and energy numbers from the
energy estimation at gate-level are depicted in Table 1. Optimized Version 1 has better
performance than fdecimation in timeod Version 2.
but because of high cycle counts for Version 2 the total energy consumption of Version 2 is

MULTI-BASE D2.4 Scalability enhanced algorithms and architecture 6/23



D2.4 Scalability enhanced algorithms and architecture 1.0

worse. Thus we cannot consider the Version 2 as Pareto optimal point in the Time-Energy
exploration space.

We analysed the accuracy of Version 1 and Version 2 with Octave. We consider the FFT
results that are closer to Octave (floating point) implementation as being more accurate. In
the accuracy, Version 2 slightly outperforms Version 1. Thus even though the Version 2 is
not a Pareto optimal point in Time-Energy exploration space we can consider it as a Pareto
optimal point in Time-Energy-Accuracy exploration space. The trade-off could be exposed
even better when the different FFTs will be integrated with the whole baseband processing
chain and BER curves will be compared.

3.3.2.

In this experiment we took the complete MIMO WLAN 40 MHz inner modem baseband
processing and created two versions, Version 1 which uses 4 symbols in a group and
Version 2 which uses 1 symbol in the group. The more symbols are in the group, the better
ILP can be exploited by the DRESC compiler.

Exploration of different number of symbols in a group

Version 1 Version 2
VLIW CGA Total VLIW CGA Total
Performance [cycles] 143378 44843 | 188221 | 148438 49536 | 197974
Power [mW] 54.0 141 195 54.1 139 193.1
Energy[nJ] 20084 15944 36028 19731 16719 36450

Table 2: Comparison of power and energy numbers in VLIW and CGA modes for different
number of symbols in a group (Version 17 4 symbols, Version 27 1 symbol)

We again obtained performance, power and energy numbers. The obtained numbers are
depicted in Table 2. We can see again, that Version 1 outperforms Version 2 in both Time
and Energy aspects. Still, Version 2 enabling odd-even symbol slit [15] has better latency
than Version 1.

Even though we have not seen any Time-Energy trade-off in our first experiments, we
identified several axes where the trade-off is happening, specifically taking into account
Quality-of-Service parameters (such as BER and latency). We also believe that when we go
to more advanced exploration (e.g. different parallelization strategies on MT-ADRES), the
trade-offs we are looking for can occur there.

3.4. Mode scalability

We implemented the transmitter/receiver data path on the heterogeneous MPSoC platform

hosting the ADRES processing fabric which demonstrates the mode switching between the

WLAN MIMO 2x2 20 MHz and SISO modes. To demonstrate the mode switching, the
transmitter supports different signal fields. The receiver parses the signal field and processes

the rest of the burst depending upon the received signal field. The data path works in a

loopback mode as it is depicted in Figure 3. 6 BBE® st ands for BaseBand
implemented on an ADRES core.
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Mized mode

MIMO/SISO | SCRYCRC | BBETx [ DFETx

Transmitter

Channel

Mixed mode

Receiver FECE +“— BBERx 1 DFERx |«

Figure 3: Loopback mode chain of transmitter and receiver.

The data passes from the outer modem to the BBE and finally to the DFE. The test bench in
the DFE dumps the 1Q samples into a file. The test bench then feeds the same data to the
receive side of the DFE (loopback) which tries to synchronize on the incoming data. If DFE
finds a valid packet, it will interrupt an ARM core which starts copying the data packet chunk
by chunk from the DFE output FIFO to the BBE (ADRES) scratchpad memory. Afterwards,
the ARM processes the data with the BBE and the FECE (FEC Engine) respectively to get
the received data. This process is repeated for both signal field and the payload data. This
all means that the packet is processed in a streaming manner and as the BBE is processing
a chunk of OFDM symbols, the next chunk is being written to the BBE memory in the 2nd
buffer (doubl e buffering). At the same ti
FECE for decoding. On transmit side, the same process is repeated in reverse order.

For SISO mode, the first DFE tile does the fine synchronization and signal field processing
while the second tile ignores incoming data. For MIMO mode the second DFE tile processes
the stream from the MIMO preamble which follows the signal field.

The experiments that were carried out were successful, and thus have proven that the
approach for mode switching on the reconfigurable platform is valid.

3.5. DFE-RX decimation chain

3.5.1. Farrow Resampler

The performance of floating point Farrow filters has been evaluated both by theoretical
calculations and by simulations. Figure 4 and Figure 5 are examples of performance
evaluations where the output SNR for different relative input bandwidths has been
determined both by calculation and by simulation. By means of this type of figures a suitable
filter order can be selected. The current selected Farrow resampler uses length N=8, and
polynomial order M=3.
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Figure 4. Calculated (line) and simulated (marker) performance for Farrow resampler for
different sizes. Optimized for infinite SNR and relative input bandwidth 0.3.

(*) sim-function, (-) cale-correlations
80 T T T

. . . . . . : : in_snr = Inf
b4 e out_bw = 0.586
‘ ‘ ‘ ‘ ‘ ‘ ‘ ‘ optbw = 08

TOF - S A« & [ 30
BB i M
2

80 3
4

55| 2
50 - i
451 i

40

SNR (dB)

35

0 0.1 0.2 0.3 04 0.5 0.6 0.7 0.8 0.9 1
Input BW / fs1

Figure 5. Calculated (line) and simulated (marker) performance for Farrow resampler for
different sizes. Optimized for infinite SNR and relative input bandwidth 0.6.

Performance simulations show that the relative input bandwidth should preferably be less
than around 0.7, and that if the noise is not suppressed outside the useful signal then around
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0.4 is the minimum desired relative input bandwidth. For each standard the relative
bandwidth can be calculated as number of used carriers divided by total number of carriers
(the FFT size). The constraint of the input bandwidth to the resampler then gives the
minimum input sample rate, and if noise is not suppressed, the maximum sample rate, as
summarized in Table 3.

Standard Rel. output BW fs2 fsl min fsl max
LTE 1200/2048 = 0.59 | 30,720,000 25,714,286 36,000,000
802.11n 40 MHz 114/128 = 0.89 | 40,000,000 50,892,857 71,250,000
DVB-H 6817/8192=0.83 | 9,142,857 10,868,941 15,216,518

Table 3. Summary of bandwidths and sampling rates.

Quantization of the fixed point coefficients in the FIR bank in the Farrow resampler was
formulated and solved as a mixed integer programming problem. The solution minimizes the
sum of all the power-of-2 terms of each individual coefficient expressed in canonical signed
digit form. The contraints were based on given maximum bit widths and allowed passband
ripple and stopband aliasing attenuation.

Optimization of internal bit widths was done by simulating a first version where only the data
interfaces were quantized but the internal variables were in floating point. The internal
variables were then iteratively quantized under the constraint to keep the loss compared to
the first version low.

3.5.2. Filters

The filters are to remove unwanted components outside the desired signal, which could
otherwise fall inband during resampling. Filtering is generally needed to fulfil selectivity
requirements, also in receivers with no resampling. A real receiver commonly uses both
analog and digital filters. As analog filters are harder to build with narrow transition
bandwidths, the digital filters are at least needed to remove undesired components close to
the desired signal. Because we have not defined any analog filter or all scenarios in which
the receiver would operate, it is not possible to completely determine the required level of
digital filtering. A rough estimate of required complexity is the filter length required to
attenuate an adjacent channel with the same power down to around noise level. The filter
length is highly dependent on the required steepness of the filter which depends on the
occupied bandwidth relative to the channel bandwidth. Table 4 lists the relative occupied
bandwidth and required filter lengths for minimum and maximum input sample rates, as
summarized in Table 3. The filters were optimized for equiripple in passband and stopband.
An example filter is shown in Figure 6. Under these assumptions DVB-H has the largest
relative occupied bandwidth which leads to the highest filter length requirement. Yet, the
number of operations per second is largest for 802.11n due to its higher sample rate. What
could be needed is a filtering block capable of either longer filters at lower sampling rate, or
shorter filters at higher sampling rate. Because the filters are symmetric the number of
multiplications per filter output is half the filter length. The required number of hardware
multipliers depends on the available clock rate.

Standard Rel. occupied BW | L_min | MOPS L _max MOPS
LTE 0.90 18 231 24 432
802.11n 40 MHz 0.89 15 382 21 748
DVB-H 0.95 35 190 48 365

Table 4. Example of required filter lengths, and millions of operations per second (MOPS) for
30 dB stopband attenuation and 0.5 dB inband ripple. For 802.11n 40 MHz channel
separation is assumed.

MULTI-BASE D2.4 Scalability enhanced algorithms and architecture 10/23
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Figure 6. Example of filter prior to resampling.

3.5.3. Architecture

Figure 7 illustrates the architecture for the current design of the filter. It supports length N=32
symmetric FIR filters with real coefficients. The 16 required multiplications per output sampler
are implemented with 4 hardware multipliers time multiplexed with a 4 times higher clock.

Figure 7: Time multiplexed filter architecture. Shows only 2 of the 4 sections.
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3.5.4. Multi -standard and Concurrency

Filtering and resampling are required for each received stream. The simplest approach is to
have the same number of filtering and resampling blocks as the maximum number of
received streams. Because the requirements, and thus configuration, of the filters and
resamplers might be different for different standards and streams flexibility to partition the
available hardware is desirable. The resamplers have a more complicated structure and it
foreseen to be hardware to make flexible. The filter is basically multiply-accumulate and is
foreseen to be simpler to make a flexible structure which can be configured for different
requirements. The first implementation will use a fixed numbers of separate resamplers and
filters, one for each stream.

MULTI-BASE D2.4 Scalability enhanced algorithms and architecture 12/23
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4. Scalability enhanced fixed point refinement

4.1. Goals and approach revisited

Fixed-point refinement is an important step in algorithm-architecture co-design. As
introduced in deliverable 2.2 [2], this refinement plays an important role in the resulting
energy consumption of the implementation. Energy-scalable implementations can exploit
dataformat properties to offer different tradeoffs between accuracy and energy. An
application-driven adaptive fixedpoint refinement methodology is therefore followed. The
latter derives the minimum word-lengths which respect a user-defined degradation on the
application performance. This overall concept has been applied to the case of the SSFE
near-ML MIMO detector, which has been proposed as an interesting solution in this project

[3].
4.2. Decision making errors

In (wireless) communication algorithms with decision-making operators, even the smallest
quantization error can cause decision-making errors which impact on the application
performance. These errors often dominate the output quantization noise power. Therefore,
the approach followed in this project proposes a new modeling approach which extends this
previous work to also include the decision-making errors fruit of quantization noise.

Wireless communication algorithms are designed to tolerate noise in their inputs. They are
functional as long as a certain level of input Signal-to-Noise-Ratio (SNRI) is guaranteed.
Some of them include multiple modes which implement different tradeoffs between noise
robustness and data rate [7]. Performance of such applications degrades as SNR decreases.
For instance, a Bit Error Rate (BER) curve relates the ratio of erroneous bits received with
the receiver 06sp (SNRRiwhere B HE&ines thef BER curve of an IP digital
system. When the latter is quantized, the new BER can be expressed as

BER = fp (SNR)) + fo(€0?)

f, relates the output quantization error noise power, e,%, which also includes decision-making
errors, with the ratio of erroneous bits. Unfortunately, the calculation of e,? is not straight-
forward. Alternatively, a noise propagation model can be considered [14]. If so, the BER of
the quantized system can be expressed as

BER =f|p (SNRq)

Where SNR, includes SNR; and the forward propagated quantization noise sources. In this
way, the BER of a receiver working at SNRi is assumed to be the same as for an IP receiver
working at SNRq. This has been validated with an experiment.

In wireless communications, the signal to noise implementation loss is a common metric to
characterize the degradation due to the non-idealities of real implementations. The latter
specifies the increase in SNR required by the real implementation to deliver the same
performance as the ideal receiver. Accordingly, we define the fixed-point degradation, g as
the difference in the SNR required by the IP and the FP system to provide a certain
performance.

= SNR |10'*  SNRy10'*

In this work a BER of 10" is considered. Notice that this is system dependent and needs to
be carefully dimensioned for the different applications. Figure 8 plots the BER curve of both
the IP and FP version of a receiver.
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Figure 8: Quantization noise effects on the BER

At SNR;, an IP receiver would work in P1. However, due to the quantization noise, the actual
performance is the one of P2, with an equivalent SNR of SNR,. Thus, the FP receiver
working point is P3. is the difference in SNR between P2 and P3.

4.3. The SSFE MIMO Detector case

0

Figure 9: SSFE MIMO detector data-flow graph

Figure 9 shows the data-flow graph of the SSFE algorithm. The signals to be quantized are
rounded in black. The SSFE algorithm considered can be configured to evaluate a varying
number of constellation symbols around the first estimate for the different antennas.
Accordingly, SSFE [1 1 2 4] evaluates 1 constellation symbol at the first antenna, 1 at the
second, 2 at the third and 4 at the last one, ordered from stronger to weaker.

The group of constellation symbols that are selected to be evaluated depends on the sliced
initial estimate. Quantization noise can clearly modify this initial estimate, conditioning also
the subsequent selection of constellation symbols. Unlike the proposed method, perturbation
theory fails on capturing such effects derived from the injected quantization noise.

Two 3GPP-LTE modulation modes, namely the 4 antennas SDM (Spatial Division
Multiplexing) modulated with QAM- 16 1/2 and QAM-64 2/3, are quantized. Table 5 shows
the minimum bit-widths of the signals quantized for the two modulation modes. Besides, 3

MULTI-BASE D2.4 Scalability enhanced algorithms and architecture 14/23
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different SSFE modes, namely the [1 1 1 1], [1 1 2 4] and [1 2 4 8] are considered. All the

guantizations are constrainedby t wo d:iOffandidBst o

SSFE mode 11111 [1124] [1248]

SNR @ BER=10—1% 23/ 37 19/31 18 / 28
A signal

y 5/6 4/6 4/5

R 6/8 6/8 6/8

1 dB b 5/ 6 5/6 5/6

1/b 2/2 2/3 2/3

PED -/ - 3/4 3/4

y 7/8 6/7 6/7

R 8/ 10 8/ 10 8/10

0.1 dB b 6/7 7/8 T/7

1/b 3/4 3/4 3/4

PED -/ - 5/6 5/6

Table 5: Minimum number of bits for the QAM-16 1/2 and QAM-64 2/3 modes

Notice that the different modulation and SSFE modes reach a BER of 10'“ at different SNR,,
ranging from 18 to 37 dBs. Interestingly, the proposed method makes explicit variations on
the minimum bit-widths depending on the different options. For the different modulation
modes, maximum variations of 2 bits are observed. For the different SSFE modes maximum
variations of 1 bit are observed. Finally for the different accuracy constraints, variations up to
2 bits are observed. Importantly, wider variations, up to 4 bits, are observed across the
different implementation options.

Implementations on reconfigurable architectures, such as considered in the MULTI-BASE
project, can take advantage of these scalability-options in minimum bit-widths to reduce
average energy consumption and execution time.
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5. Dataflow Methodology Investigation

5.1. CAL Dataflow programming

Future platforms for radio systems will use very diverse architectures. A platform may be
composed of a single DSP, multiple DSPs, coarse-grained reconfigurable arrays, a plethora
of special-purpose hardware units or any combination thereof, whose components may be
connected in synchronous or asynchronous on-chip networks. Describing a system on high
level, for instance using dataflow programming, and still being able to map that description to
a variety of architectures is a major research topic. This section describes implementation of
the blocks FFT, synchronization and frequency compensation using dataflow methodology.

Data-flow models such as actor models provide the proper foundation for implementation of
efficient and adaptive algorithms for signal processing applications. Within MULTI-BASE
high-level data-flow based programming using the CAL language is investigated. CAL is a
data-flow oriented language that has been specified and developed as a subproject of the
Ptolemy project at the University of California at Berkeley. An extensive description of the
language CAL is found in [5].

Data-flow based programming implies defining the algorithms as a network of actors, as

shown in Figure 10. The only interaction between actors is through FIFO channels
connectngdoout put portso t caredsedhtpauts eorod tand rwddreihve 0
many embedded system applications, dataflow modeling introduces attractive properties,

such as providing a logical separation of implementation, communication, and scheduling.

actors guarded atomic actions point-to-point, buffered

, token-passing connections
_.]DG Actions D

. : encapsulated state
IS:hedule | State |
dataflow
/O interfaces

autonomous
schedule

Figure 10: Network of actors (courtesy of the ACTORS project).

One very attractive property of data-flow programming is its ability to co-design both
hardware and software from the same high-level specification. This is because a data-flow
model can quite easily be translated to either software or hardware. Furthermore, the data-
flow model is by nature parallel, which indicates that it might be suitable for mapping
algorithms onto highly parallel multi-core computing resources. The work related to data-flow
programming in MULTI-BASE is done in close cooperation with the FP7 ACTORS project,
see http://www.actors-project.eu/. Within MULTI-BASE we investigate the possibility to
generate hardware (RTL) directly from a CAL specification. This will be done using a
translation tool that is originally developed at Xilinx, but now available as open software.
Besides RTL generation it is also possible to generate C-code from the CAL specification.

In a case study [4], an MPEG-4 decoder was specified in CAL and implemented on an FPGA
using a CAL-to-RTL code generator. The results of the case study were encouraging in that
the code generated from the CAL specification outperforms the handwritten reference in
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VHDL, both in terms of throughput and silicon area, and also allowed for a significantly
reduced development effort.

Signal processing systems can conveniently be modelled as dataflow graphs, in which the
nodes denote computations and the directed arcs represent the flow of data. The purpose of
our work is to investigate the feasibility of dataflow methodology for high-level description of
digital radio transceivers. An FPGA-based hardware implementation is synthesized from RTL
generated from the CAL description.

5.2. Implementation overview

Figure 11 shows a simplified overview of an OFDM receiver. Selected for dataflow
implementation are the blocks FFT, synchronization and frequency compensation.

Y

Analog
Frontend

» A/D Decoding —>
Inner Receiver A

Frequency
Compensation

A A A

Y
-
n
—
Y

Demodulation

Y

Synchronization Channel
(time, frequency) Estimation

Figure 11: Overview of the OFDM Receiver

5.3. Dataflow Architecture description

Thearchi t ecture consists of two parts, 1) AiSynchr o
position and frequency error together with a CORDIC rotator to do digital frequency error
compensation. 2) AFFTO that is a confingtuofabl e F
8k samples.

A CAL dataflow network supports multiple clock domains with up to one clock domain per
Actor. If the FIFOs between clock domains are replaced by asynchronous FIFOs, the
dataflow is transformed into a GALS [11] (Globally Asynchronous Locally Synchronous)
network, making the CAL dataflow an attractive candidate for modelling GALS architectures.

Dataflow Implementation of the Synchronizer

The synchronizer dataflow architecture shown in Figure 12 consists to a large extent of a

control flow. The data processing flow contains several CORDIC rotators implemented as

one Actor for each rotator. Using one Actor for each rotation step is necessary to achieve

high enough data throughput because the CORDIC rotators must be able to process tokens

at baseband data rate, i.e. up to 40 Msamples/s. In the data processing path shown in Figure

12i s also the Actor ACP Remove opagsesBnlyshe mlavdns f or ¢
samples to the FFT.

The remaining part of the dataflow for the synchronizer estimates the FFT time position and
frequency error. The CORDIC rotator that estimates the frequency error consists of one
Actor, because this operation is done at most once for each correlation peak and hence can
iterate for several clock cycles. The estimated frequency error is passed on to the controller
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which then configures the initial CORDIC rotators. The time synchronization is performed in

the Actor APeak Detectoro in cooperatAonowi ii€ot hel au

{Data} S

{To FFT}

{From A/D}

CORDIC
Rotator

[0]

CORDIC
Rotator
[N-1]

{Phase error} Data

Reducer

CORDIC
Rotator

Peak
Detector

Controller

Figure 12: Dataflow description of the synchronizer block.

Besides handling the frequency errorsallsther mat es,

actors at startup through a common configuration port, not shown in Figure 12.

The Actor named fAData Reducer o decreases
autocorrelation depending on the selected standard. It can also be used for decimating the
incoming stream of samples before entering the autocorrelation. The possible reduction of
bits and sample rate has the purpose of controlling the computational accuracy as well as
limiting the need for large bit widths in the autocorrelator.

Dataflow Implementation of the FFT

The FFT needs to process 40 Msamples/s, just as the Cordic rotator. Because FPGA
designs seldom reach far beyond 100 MHz, the FFT must process approximately one
sample every other clock cycle. This calls for a pipelined design. One butterfly stage,
illustrated in Figure 13, may then be composed of a stream de-interleaver, the actual
butterfly, and an interleaver. The de-interleaver splits the incoming stream in segments of
one or more tokens, outputting the segments alternating over its output ports. The interleaver
joins segments of the same length into a single stream. The twiddle factors are read from an
internal table, indexed by a rotating index, with a repetition interval equal to the segment
length.
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P=2, N=2 {1.2,5.6) P=2, N=2

{1.2,34,56,7.8 4’—’ {1,2,3.4,5,6,7.8}
34,7,8 [---
e e

P=2, N=4 1-‘2'!3‘,‘;} P=2, N=4

{12,3456,7.8 - Q! {1,2,3,4,5,6,7,8}
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—_— —p'

Figure 13: Two consecutive radix-2 butterfly stages.

Split Interleave  Split Interleave
P=2, N=2 P=2,N=1 P=2, N=4 P=2, N=1

{0,1,4,5} 0,2,1,3} To butterfly

Data input {
( : j : stages
2,3,6,7} 4,6,5,7}

{0,1,2,3,4,5,6,7} {0,2,1,3,46,5,7 {0,4,2,6,1,5,3,7}

Figure 14: Radix-2 reordering stages for an 8-point FFT (N=1 stage is redundant).

Stage 0, Npw=4 Stage 1, Nw=2 Stage 2, Nw=1

TED OO TO=0H
BN HEOEL)

Figure 15: Three-stage mixed-radix transform pipeline supporting 2,3,4,6 and 12-point
DFTs.

The input data reordering can also be formulated as data stream transformations. A
reordering stage may be composed of a de-interleaver that divides the stream in segments,
sending segments alternating over its output ports, followed by an actor that interleaves
tokens one-by-one from its input ports, see also Figure 14. The described building blocks are
connected, forming an FFT pipeline. For a fixed size transform, the segment lengths are
fixed, as is the twiddle table size. For a variable size transform unit, however, the stages
must have configurable segment lengths, twiddle factors and bypass ability. Since reordering
and butterfly stages correspond to each other, the pipeline is built from a combined
reordering unit and butterfly unit, which are configured together. See Figure 15 for an
example. In describing configuration, preceding and following refers to the data flow
direction. In a configurable pipeline, the twiddle table size is the largest a stage must be able
to support. If a stage is bypassed, the index stepping for the following stage is multiplied by
the radix of the bypassed stage.

The butterfly segment length is 1 for the first stage, and then successively multiplied by the
radix of each active stage. Similarly, the reordering segment length is 1 for the first stage,
and then multiplied by the radix of each preceding stage. A stage is bypassed if the resulting
reordering segment length does not divide the transform size (in integer sense). A radix-2
stage requires two segment lengths of buffer capacity. One segment at one of the butterfly
ports, another at one interleaver port. The size of the twiddle table, Nw, is the product of the
radices of the following stages. The reordering stage needs to store (P-1) times N data
elements.
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5.4. Results and Conclusions

Parts of a reconfigurable OFDM receiver were implemented as a CAL dataflow description,
automatically translated to RTL, and synthesized to FPGA hardware [12]. The synchronizer
and FFT have been demonstrated on an off-the-shelf platform containing a Virtex5 FPGA for
hardware emulation. Supporting software was running on a Power-pc core integrated on the
FPGA.

The hardware built from dataflow descriptions is running at 100MHz and is able to consume
1 data sample every 2 clock cycle, giving a throughput of 50 Msamples/s. A dataflow
description that earlier has been used for implementing an MPEG-4 decoder [4], was shown
to be suitable also for implementing radio signal processing components. Especially
encouraging is the ability to get high throughput despite the use of dataflow protocol between
components. Further, the asynchrony of the dataflow programming model and its realization
in hardware enabled convenient experiments with design ideas. Local changes, involving
only one or a few actors, do not break the rest of the system in spite of a significantly
modified temporal behaviour.
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6. Conclusions

In this deliverable, we reported on the results of experiments concerning scalability in multi-
stream/multi-mode support, fixed-point refinement, and data-flow based implementation.
Case studies have been carried out, following approaches proposed earlier in this project
and reported in previous deliverables. The following main conclusions can be drawn:

1. For the multi-stream and multi-mode support, implementations were completed
successfully and experiments were carried out to assess the scalability. It is shown
that on reconfigurable platforms indeed many scenarios can be supported, and trade-
offs between energy and QoS parameters (e.g. BER, latency) can be made.

2. In the fixed-point refinement, different precisions (which will lead to different energy
consumption) can be considered, depending on the implementation loss that can be
tolerated.

3. The data-flow based implementation methodology has shown to be valid for typical
wireless functionality, enabling potential fast re-porting of functionality to other (parts
of) reconfigurable platforms.

Based on the lessons learned, further research will be carried out. For example for the mutli-
stream support, more complex scenarios will be considered.
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7. List of Abbreviations

ASIC Application Specific Integrated Circuit

ASIP Application Specific Instruction set processor
BBE Base-Band Engine

BER Bit Error Rate

BPSK Binary Phase-Shift Keying

CDMA Code Division Multiple Access

CGA Coarse Grain Array

CP Cyclic Prefix

DFE Digital Front End

FEC Forward Error Correction

FECE FEC Engine

3GPP Third Generation Partnership Project

GSM Global System for Mobile communications
LTE Long Term Evolution

OFDM Orthogonal Frequency Division Multiplexing
(ON]| Open Systems Interconnection

PHY Physical layer of the OSI model

QAM Quadrate Amplitude Modulation

RAT Radio Access Technology

SC-FDMA Single Carrier Frequency Division Multiple Access
SDR Software Defined Radio

SIMD Single Instruction Multiple Data

SISO Single Input Single Output

TDD Time Division Duplexing

TDMA Time Division Multiple Access

WIMAX Worldwide Interoperability Microwave Access
WLAN Wireless Local Area Network

VLIW Very Long Instruction Word

WP Work Package
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